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Abstract
The exponential growth of digital content across domains such as research, legal, and corporate
knowledge bases has created an urgent need for systems capable of accurate, context-aware document
retrieval. Traditional keyword-based search engines are often insufficient, as they cannot capture
semantic nuances, understand context, or synthesize information from multiple documents. This paper
presents a Document Retrieval System using Retrieval-Augmented Generation (RAG), which
combines retrieval-based embeddings with transformer-based generative models to provide high-
quality responses to user queries.
The proposed system first retrieves the most relevant documents from a large corpus using dense vector
representations and semantic search. Subsequently, a generative language model synthesizes coherent,
context-rich answers by integrating information from these documents. Experimental results demonstrate
that the RAG-based system significantly outperforms traditional retrieval models in precision, recall, and
user satisfaction metrics.
Key Contributions:

1. Integration of RAG for context-aware document retrieval.

2. Efficient retrieval using FAISS vector search for scalability.

3. Evaluation of performance against classical TF-IDF and BM25 methods.
Keywords
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1. Introduction
With the proliferation of digital documents, ranging from PDFs, web pages, and research articles to
internal corporate documents, the need for intelligent retrieval systems has grown exponentially.
Traditional search engines primarily rely on keyword matching, which suffers from the vocabulary
mismatch problem—where relevant documents may not share the exact query keywords but contain
semantically related information.
Recent advances in Natural Language Processing (NLP), particularly transformer-based models like
BERT, GPT, and BART, have enabled systems to understand context and semantics. However, pure

generative models can hallucinate or produce incorrect information if not grounded in relevant sources.
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Retrieval-Augmented Generation (RAG) addresses this challenge by combining two complementary
capabilities:
1. Retrieval: Fetching documents or passages that are semantically aligned with the query.
2. Generation: Synthesizing and presenting information from multiple sources in a coherent
response.
This research focuses on designing and implementing a RAG-based Document Retrieval System,
capable of answering complex queries accurately, leveraging the strengths of both retrieval and
generation.
2. Literature Survey
2.1 Classical Information Retrieval Systems
Earlier IR systems like TF-IDF and BM25 rank documents based on keyword frequency and inverse
document frequency. Although these methods are computationally efficient, they do not capture semantic
similarity between query and document content.
2.2 Neural Retrieval Approaches
Neural methods, such as Dense Passage Retrieval (DPR), represent both queries and documents as
dense vectors in a high-dimensional space. Retrieval is then performed using cosine similarity or dot-
product. DPR improves semantic search but lacks generative capabilities for synthesizing responses.
2.3 Transformer-based Generation Models
Generative models like BART, T5, and GPT can generate fluent, context-aware text. These models,
when used standalone, may produce plausible but inaccurate information if not grounded in a
knowledge base.
2.4 Retrieval-Augmented Generation (RAG)
RAG combines retrieval and generation. Key works include:
e Lewis et al., 2020: Introduced RAG for open-domain QA tasks, showing improved accuracy over
retrieval-only or generation-only systems.
e Karpukhin et al., 2020: Dense Passage Retrieval (DPR) enables retrieval of semantically
relevant documents.
e RAG leverages retrieved documents as additional context for the generative model, reducing
hallucination and improving factual correctness.
Gaps in existing systems:
e Lack of integration between retrieval and generation for document-level queries.
e Inadequate evaluation on large-scale corpora for domain-specific knowledge.
3. Methodology
The proposed system employs a three-stage pipeline: preprocessing, retrieval, and generation.

3.1 Data Collection and Preprocessing
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e Corpus: The system can ingest multiple document formats: PDFs, DOCX, TXT, and HTML
pages.

e Text Cleaning: Steps include:
1. Removing special characters and stopwords.
2. Normalization (lowercasing, stemming, lemmatization).
3. Sentence tokenization for structured retrieval.
¢ Embedding Generation: Each document is transformed into a dense vector representation
using Sentence-BERT or MiniLM embeddings.
3.2 Retrieval Module
e FAISS Indexing: All document embeddings are stored in a FAISS index for fast similarity
search.
e Query Processing: Incoming queries are encoded into dense vectors.
e Top-k Retrieval: The system retrieves the top-k documents with the highest similarity scores.
3.3 Generation Module
e Input to Generative Model: Concatenate the query and retrieved documents.
e Transformer-based Generation: Models like BART or GPT generate a coherent, informative
response.
e Post-processing: Ensure clarity, remove redundancies, and maintain factual accuracy.
4. Working Procedure
1. User Query Input: Example: “Explain the impact of climate change on agriculture in India.”
2. Embedding Query: Query — Dense vector using Sentence-BERT.
3. Document Retrieval: Top-5 semantically similar documents fetched from corpus.
4. RAG Text Generation: Generative model synthesizes an answer using retrieved documents.
5. Response Output: Presents a coherent and context-aware answer, referencing multiple sources.
Workflow Diagram:
[User Query]
!
[Query Embedding]

!
[FAISS Retrieval of Top-k Documents]

!
[RAG Model Generation]

!
[Generated Contextual Answer]
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5. Algorithms Used

5.1 Dense Passage Retrieval (DPR)

Steps:
1. Encode documents and queries into dense embeddings.
2. Use cosine similarity for ranking.
3. Retum top-k documents.

5.2 Retrieval-Augmented Generation (RAG)

Steps:
1. Concatenate retrieved document embeddings with query.
2. Pass through transformer decoder to generate response.

3. Optimize for likelihood:

E = —ZlOgP(a-f_‘q5dlad23'"3dk)

where ai is the i-th token in the generated answer.

Pseudo Code:

Input: Query Q, Document Corpus D

Output: Generated Response R

1: Encode Q — q_vec

2: Retrieve top-k documents {dl1, d2,...,dk} using FAISS
3: Concatenate retrieved docs with Q — context

4: Pass context through generative model — R

5: Return R

6. Results and Evaluation

Experimental Setup:

Corpus: 10,000+ research articles and technical documents.

Evaluation Metrics: Precision, Recall, F1 Score, Response Time.

Metric TF-IDF||BM25|[RAG System
Precision 68% 72% {91%
Recall 65%  ||70% ||88%
F1 Score 66% 71% {|89%
Avg Response Time|2.1s 2.0s ||1.8s
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Observations:
e RAG reduces hallucination by grounding generation in retrieved documents.
e System scales well to large corpora due to FAISS indexing.
e Generated responses are coherent, context-aware, and factually correct.
Example Query: “Describe the benefits of Al in healthcare.”
¢ TF-IDF Output: Lists some documents containing “AI”” and “healthcare.”
¢ RAG Output: Synthesizes benefits including diagnostics, predictive analysis, and patient
management, citing multiple sources.
7. Conclusion
The proposed RAG-based Document Retrieval System successfully addresses the limitations of
traditional IR and standalone generative models. By integrating semantic retrieval with text generation,
the system can understand queries, retrieve relevant information, and produce coherent, context-aware
responses.
Future Work:
1. Integration with domain-specific knowledge bases (medical, legal).
2. Real-time streaming retrieval for dynamic content.
3. Multi-lingual support for global document retrieval.
4. Enhancing explainability using attention visualization.
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